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Introduction
Software threading is a key opportunity that allows software developers to take full advantage of parallel
hardware architectures such as multi-core processors, multi-processor computers, and systems with HyperThreading Technology. Threaded software takes advantage of the operating system’s ability to divide work
required by the application among parallel execution resources, dramatically improving performance. At the same
time, improperly threading software can actually decrease performance, so correct threading methodologies are
vital to success..
Overview
Multi-core processors are undeniably the future of computing,

access to a blocked location. This error, known as a “deadlock,”

from the most modest personal laptops and desktop machines

effectively blocks both threads from proceeding. Even in the

through the largest enterprise servers. Software threading

absence of an actual deadlock, performance issues can arise when

is a necessity to unleash the potential of parallel hardware

threads spend too much time idle while waiting for access to

architectures, and threaded software development is sufficiently

memory locations..

complex to warrant the creation of comprehensive strategies.

While threading is complex, success can be safeguarded by a

The methodology described in this paper outlines techniques

structured methodology based on a distinct set of best practices.

that aid in understanding the risks encountered in converting

Threading issues such as those described above are largely

serial applications to multithreaded applications and mitigating

avoidable by following a comprehensive set of practices, outlined

those risks using relevant tools. Adopting these methodologies

in this paper, for producing multi-threaded software. This paper

enables software-development organizations to realize the

introduces application architects and decision makers at both

business advantages of parallel computing while avoiding the

software companies and corporate development organizations

pitfalls of improper threading. Even though unthreaded software

to sound threading methodologies, as well as to techniques for

does experience a performance boost from multi-core processing,

incorporating threading successfully into the larger development

threading is required to get the full benefit, making the adoption

effort. .

of threading methodologies a vital ingredient for developer success..

Software Development Cycle

As organizations move to introduce threading into their software,

.

they are often faced with an unfamiliar set of challenges. Their

This section presents an overview of a generic program

new software architecture must accommodate increased

development model you can use to thread serial applications and

complexity in data and memory management. For example,

improve their performance. Each stage of the development cycle is

threaded software enables multiple execution engines to read

described in greater detail using an example in the section of this

and write data from shared memory locations. If these memory

paper titled, “Methodology for Threading Serial Applications”.

accesses are not managed correctly, one thread can inadvertently
overwrite data output from another thread, leading to unpredictable results. This common condition is known as a “data race,” and
it can produce execution errors that are very difficult to detect..

The General Model
A software development cycle (sometimes referred to as a
“software development life cycle” or “software development
model”) describes the phases of software development and the

Another common threading issue stems from the necessity of

order in which those phases are executed. Many different models

blocking access to memory locations so that only one thread can

are available for software development, including the waterfall

manipulate data there at a time. While this mechanism is vitally

model, incremental model, and spiral model. Each of these

important to accurate data synchronization, it also presents a

methodologies follows different criteria, but they have many

danger. One common type of problem related to this issue can

features in common. A typical model consists of phases such as

result when each of two threads waits for the other to grant

those shown in Figure 1.
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regions to determine whether threading these regions can result in
adequate performance gains on multi-core architectures. The team
only considers those candidates that succeed for a detailed and
final design that they will implement in the fully functional product.
This paper proposes a rapid prototyping model (sometimes called
rapid application development), where initial emphasis is placed on
creating a prototype that looks and acts like the desired product,
in order to test its usefulness and to validate assumptions. The
prototype is an essential part of the analysis and design phase
and may be created using tools that are different from those used
for the final product. Once the prototype is approved, it can be
discarded and the “real” software is implemented.

Implementation
Figure 1: Typical phases of a software development cycle

The implementation phase involves converting design elements
to actual code by selecting an appropriate threading model. Some

Each phase in this model produces deliverables that are required

of the technologies currently available that assist in implementing

by the next phase in the development cycle. Requirements

threading quickly are the following:

gathered in the definition phase, for example, are converted
to design components, and code is produced during the

• Compilers that support automatic parallelization

implementation phase based on the design. The implemented

• Computation libraries that use threaded functions

code is then debugged, tested, and tuned to verify that it meets

• Compilers that support OpenMP* (a pragma- or directivebased parallelization scheme)

the original requirements. .
The essence of the software development cycle is the practice of
using a structured process to improve the quality of the software

• Advanced library based threading aids that support scalable
parallel programming, such as Intel® Threading Building Blocks

being produced and the efficiency of the development effort. This

In those cases where the above techniques are not appropriate

concept is based on the assumption that a systematic approach

to the problem being solved, developers should consider explicitly

results in fewer defects, improves productivity, and delivers

parallelizing the application using calls to the Windows* threading

applications that are more robust.

API or the POSIX* threads API. Explicit threading is the assembly

Definition
During the definition phase, the requirements for the project
are gathered collaboratively, to formally establish the project’s

language of parallel programming, and development organizations
should avoid its use where possible. These technologies are covered
in detail in the section of this paper titled “Threading Methods.”

business and application goals. This stage outlines the business

Debugging

case, the usage model for the product, and the expectations

During the debug phase, developers correct bugs, ensure the

of the end user, to aid in the preparation of the feature list and

correctness of the application, and verify that it meets product

the functionality required. When considering threading a serial

requirements.

application, one of the requirements is to generate a performance

Typically, threading errors are non-deterministic by nature, and

improvement in a multi-core/multi-processor environment.

traditional debugging probes such as breakpoints and print

Analysis and Design

statements perturb the program execution flow. Thus, such

Analysis involves profiling the serial application and identifying

actions may actually prevent the errors from occurring during

time-consuming regions of code that are potential candidates for

these exercises. The methodology described in this paper provides

the threading process.

exposure to tools and techniques that accelerate the process and

Design can be broken into two stages: prototype and final design.
First, the development team creates a prototype of the candidate


improve the robustness of applications.
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Testing
The testing phase, sometimes referred to as the integration and
testing phase, brings all the pieces together into a special testing
infrastructure to check for errors, bugs, and interoperability.

Tuning
In the tuning phase, the development team tests the application
in real world environments. The primary goals are to capture real
data and analyze application behavior, in order to identify and tune
performance problems. This phase compares the data gathered here
to the performance of the original serial application (or the problem

Figure 2: A Personal Information Manager (PIM) example that

specifications, in the case of an application under initial development).

contains task-level concurrency

The tuning phase increases application performance incrementally

Data-parallel Applications

where possible. Note that correct parallel design must be ensured

Data parallelism implies that the same instructions or operations

before beginning application performance tuning.

are applied repeatedly to different data. Compute-intensive loops

Approaches to Parallel
Programming

are good candidates for data-parallel threading methods.
Typical image processing algorithms apply a filter to pixels to
compute new pixel values. This filtering operation, where the same
operation is applied to the whole image, is an example of data

To thread an application effectively, development teams must

parallelism. As long as the pixel operations are independent, the

choose the most appropriate threading method. While variations

computations to generate new pixel values can be done in parallel.

in threading methods may not impact performance, choosing the
wrong threading method generally increases the amount of time
spent modifying, debugging, and tuning a threaded application.
To choose the best threading method, characterize the application

Sometimes it is possible for the compiler to automatically express
data parallelism. Alternatively, one can describe the parallelism
using OpenMP directive syntax. The compiler is responsible for
converting the directives to threaded code.

in terms of two models: task-parallel or data-parallel.

Function spellCheck

Task-parallel Applications

{
loop( word = 1; words_in_file )

Task-level parallelism implies independent functional tasks that

compareToDictionary( word );

execute asynchronously. In task-parallel applications, independent
work that is encapsulated in functions is mapped to threads that

}

execute asynchronously. Task-parallel operations are said to exhibit
‘task-level concurrency.’ Thread libraries such as the Win32* thread
API or POSIX threads are designed to express task-level concurrency.
The personal information manager shown in Figure 2
demonstrates task-level concurrency. When expressing task-level
concurrency, independent functions are mapped to threads as
illustrated by the pseudo-code.
Function addressBook;
Function inBox;
Function calendar;
Program PIM
{
CreateThread( addressBook );
CreateThread( inBox );
CreateThread( calendar );
}



Figure 3: A spell-checker application that contains
data-level concurrency
A spell checking application is a good example of data parallelism.
The operation of comparing a word in a file against a dictionary is
performed over all the words in the file, as illustrated by the diagram
and pseudo-code in Figure 3.
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Note that both parallel models can exist in different parts of an

Failure to adhere to these recommendations does not

application. A database is one example of an application that

automatically disqualify a loop from parallel execution. For

exhibits both parallel models. The tasks of adding records to

example, calling a pure function such as a routine with no side

the database, sorting, and indexing could each be assigned to a

effects does not disrupt parallelism.1 The compiler will err on

different thread, and a pool of threads could be assigned the task of

the side of caution, however, when it cannot guarantee correct

servicing queries. A database query applies the same operation to

parallel execution. Some compilers also provide an option to get a

different data, making it a data-parallel task.

full report on which loops were successfully parallelized and the

Threading Methods

dependencies that prohibit parallelization of others.

Thread-safe Computational Libraries

There are two reasons to use threading: to express concurrency and

Many applications use common computation algorithms, such

to improve performance. Consider these reasons in terms of word

as Fast Fourier Transforms and random-number generators. The

processing, which is not normally considered a performance-driven

task of maintaining well-performing serial and parallel versions of

application. When a large document is printing, users may want to

hand-written algorithms such as these can easily be avoided by

continue working. Most users would not tolerate a frozen interface

using third-party libraries that provide optimized kernel functions.

during a long print job. If an application has multiple threads, the

In many cases, such functions are threaded, and by using these

operating system can context-switch between them, hiding latency.

libraries, the application can benefit from the underlying threaded

The user perceives the improved response time from the application

implementations, such as those provided by Intel® Performance

as faster performance.

Primitives and Intel® Math Kernel Libraries.

The primary design goals of compiler-based threading methods

Compiler-directed Parallelism with OpenMP*

such as OpenMP are different than those of thread libraries

Even the most advanced auto-parallelizing compilers are not up

such as Windows threads and POSIX threads. Data-parallel

to the task of parallelizing hundreds or thousands of lines of code

methods such as OpenMP are designed to improve performance

that span multiple source files. In contrast, if you understand the

through multithreading. Explicit threading methods, though

underlying algorithm, you may know instinctively that a certain

just as capable at improving parallel performance, are primarily

piece of code is free of dependencies and safe to execute in

designed to express the natural concurrency that is present in

parallel. For this reason, the directive-based syntax OpenMP* was

most applications. In fact, the target platform of many threaded

developed to describe parallelism to the compiler.

applications is a uni-processor computer.

Automatic Parallelization
Some modern compilers provide the means to automatically detect
independent t loops and parallelize them. When such options are
enabled, the compiler attempts to identify loop iterations that can
be safely executed in parallel. The following guidelines improve the
likelihood that the compiler will successfully identify a parallel loop:
• Expose the trip count of the loop
• Avoid references to global data or procedure calls in the
loop body
• Do not branch out of the loop
Exposing the trip count of the loop does not mean that the trip
count of a loop must be fixed at compile time. Rather, the compiler
must be able to determine whether the trip count varies during
execution of the loop. A loop cannot be safely parallelized if the
iteration count varies based on conditions within the loop. Branching
from the loop has a similar effect.


Figure 4: OpenMP* is a fork/join method
OpenMP quickly became an ndustry standard for compiler-based
threading after its introduction in 1997. Before the introduction
of OpenMP, several competing but similar sets of parallel compiler
directives were available. The OpenMP specification unified these
syntaxes and extended their capabilities to handle larger applications.
The OpenMP specifications define a set of Fortran directives and
C/C++ preprocessor pragmas to express data parallelism. OpenMP is
a fork/join method for creating and terminating threads, as shown in
Figure 4. You must specify the start and end of each parallel region.
1
For this reason, Fortran 95 includes a PURE attribute to clearly identify pure functions to
the compiler. It should also be noted that the Fortran 90/95 array syntax is implicitly parallel.
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Compilers that support OpenMP process these directives or
pragmas to produce a threaded executable. Compilers that do not
support OpenMP simply ignore the OpenMP directives, without
generating errors or other issues. This characteristic is a key
advantage of OpenMP over other parallel programming methods,
in the sense that it is incremental and relatively non-invasive.
OpenMP can parallelize specific loops or regions of the program
without large-scale code modifications, and the original serial code
is left largely intact.

Advanced Library-based Threading Aids:
Intel® Threading Building Blocks
Intel Threading Building Blocks is a library that supports scalable
parallel programming using C++ code. This library supports fully nested
parallelism, as well as promoting scalable data-parallel programming.
Developers specify tasks, rather than threads, to use this library
and let the library map these tasks onto threads in an efficient
manner. The library interfaces employ generic programming, similar
to those specified by the C++ Standard Template Library. “The
C++ Standard Template Library - A Tutorial and Reference,” by
Nicolai Josuttis [8], comprehensively covers the STL interfaces and
the concepts behind generic programming.
The generic programming interfaces, in which the interfaces

#include <stdio.h>
#define INTERVALS 1000000
int main()
{
int i;
float n_l, x, pi = 0.0;
n_l = 1.0/ INTERVALS;
#pragma omp parallel for private(x) \
reduction(+:pi)
for(i = 0; i < INTERVALS; ++i)
{
x = n_l * ((float)i-0.5);
pi += 4.0 / (1.0 + x*x);
}
pi *= n_l/INTERVALS;
printf(“Pi = %f\n”, pi);
}

Code Sample 1: Calculation of pi using OpenMP*
#include <stdio.h>
#include <pthreads.h>
#define INTERVALS 1000000
#define THREADS 4
float global_sum = 0.0;
pthread_mutex_t gLock=THREAD_MUTEX_INITIALIZER;
void pi_calc (void *num)
{
int
i, myid, start, end;
float h, x, my_sum = 0.0;
myid
h
start
end

are defined by requirements on types and not by specific types,
enable you to customize components for specific needs. This
approach allows Intel Threading Building Blocks to specify
parallelism more conveniently than using raw threads, with the
ability to improve performance. Intel Threading Building Blocks are
compatible with other threading packages, as well as providing
support for thread debugging and profiling tools.

Expressing Concurrency with Thread Libraries

= *(int *)num;
= 1.0/INTERVALS;
= (INTERVALS/THREADS) * myid;
= start + (INTERVALS/THREADS);

for(i = start; i < end; i++)
{
x = h * ((float)i – 0.5);
my_sum += 4.0 / (1.0 + x*x);
}
pthread_mutex_lock(&gLock);
global_sum += my_sum;
pthread_mutex_unlock(&gLock);

Consider two code samples that can be used to calculate an

}

approximation of the number pi by numerical integration:

int main()
{
pthread_t tid[THREADS];
int
i, t_num[THREADS];

• Code Sample 1 uses a single OpenMP pragma, leaving the
underlying serial code intact. In this case, the code can still
be compiled by a non-OpenMP compiler, which would simply
ignore the pragma.

for(i = 0; i < THREADS; ++i)
{
t_num[i] = i;
pthread_create(&tid_i],
NULL,
pi_calc,
&t_num[i]);
}

• Code Sample 2 uses the explicit threading model of Pthreads,
which requires significant work to perform code restructuring.
In addition to code restructuring, explicit synchronization must
be added in order to guarantee correct results. Code Sample 2
cannot be used in environments where Pthreads is not supported.

for(i = 0; i < THREADS; ++i)
pthread_join(tid[i], NULL);
}

printf(“Sum = %f\n”, global_sum/INTERVALS);

Code Sample 2: Calculation of pi using POSIX* threads
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The key differences between traditional thread libraries and
OpenMP can be summarized as follows:
• Thread libraries such as Pthreads or the Win32 threading API
have existed longer and are more widely used than OpenMP.

Efficient Threading Practices
This section describes essential concepts and recommended
practices for correctly threading an application.

• Thread libraries are more complex than OpenMP, but they are
also more generally applicable. Win32 threads can do anything
that OpenMP can do (though not always as easily). OpenMP
cannot do everything that thread libraries can do.

Amdahl’s Law

• Since thread libraries are not restricted to a fork/join parallel
model, they can express multiple levels of concurrency.

One can use Amdahl’s Law, as shown in Equation 1, to gauge how

• Thread libraries provide mechanisms for inter-process
communication and synchronization.

Amdahl’s law [1] is a theoretical basis by which the speedup of parallel
computations can be estimated. It provides the necessary theoretical
background for the performance issues discussed in this section.
sequential operations limit the speedup of a parallel process.

Code Sample 3 shows the pi example implemented using Intel
Threading Building Blocks, which allows developers to map loops
that can be made parallel to the parallel_for, parallel_
reduce, or parallel_while patterns. Since Intel Threading
Building Blocks is supported on Intel® architecture platforms running
Windows, Linux* or Mac OS X* operating systems, it provides the
required abstractions over the underlying threading libraries without
the need to re-write code.
#include <stdio.h>
#include <stdlib.h>
#include “tbb/task_scheduler_init.h”
#include “tbb/parallel_reduce.h”
#include “tbb/blocked_range.h”
#define INTERVALS 1000000
static double Step = 1.0/INTERVALS;
class ParallelPi
{
public:
double pi;
ParallelPi(): pi(0) {}
ParallelPi(ParallelPi &body, Split):pi(0) {}
void operator() (
const tbb::blocked_range<int> &r ) {
for(int i = r.begin(); i != r.end(); ++i) {
float x = Step * ((float)i-0.5);
pi += 4.0 / (1.0 + x*x);
}
}
void join(ParallelPi &body) { pi += body.pi; }
};
int main()
{
ParallelPi Pi;
parallel_reduce(
tbb::blocked_range<int>(0, INTERVALS, 100),
Pi
);
}



printf(“Pi = %f\n”, Pi.pi/INTERVALS);

Equation 1: Amdahl’s Law illustrated
In order to determine the theoretical limit of speedup, assume
an infinite number of processors, with no parallel overhead.
Given those assumptions, Amdahl’s Law reduces to a simple ratio,
as shown in Equation 2.

Equation 2: Simplified expression of Amdahl’s Law to
compute theoretical upper limits of speedup
If only half of a process is able to take advantage of parallelism, the
serial portion and the parallelizable portion would be 0.5, or 50%
of the computation. Based on calculations from Equation 2, the
maximum theoretical speedup for such a profile is 2, assuming an
infinite number of processors and perfect efficiency. However, if
only two processors are available, the theoretical maximum speedup
drops to 1.33, assuming perfect efficiency. Let us assume that
two processors are available and T is the serial execution time.
The time needed to execute the parallel version is given by: T/2
(to execute the half of the code that is serial) plus(T/2/)2 to
execute the parallel half on two processors, or a total time of 3*T/4.

Code Sample 3: Calculation of pi using Intel® Threading

From Equation 2, dividing T by(3*T/4) results in a speedup of 4/3,

Building Blocks

or 1.33X.
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Using Amdahl’s Law, one can easily assess the potential benefits
of parallel processing. The graph in Figure 5 shows the effects of
scalability as determined by Amdahl’s law, plotted as a function of

By keeping the serial portion independent of the problem size, the
serial fraction that limits speedup can be made to shrink with the
increasing number of processors. The revised formula for Equation 1

serial code in a parallel application.

using Gustafson’s argument is shown in Equation 4.

Equation 4: Gustafson’s Law
Consider the example application with a 10% serial portion, and
assume that the data set used by this application also scales up
with the number of processors (N), thereby increasing the parallel
Figure 5: How serial computation limits theoretical
application speedup

work. The following figures proceed from Equation 4:

The graph clearly shows that even a small amount of serial code (such
as 10%), will limit the speedup that can be achieved to a theoretical
maximum of 7.8X on a 32-processor system. While an improvement
of 7.8X is significant, it represents a low level of efficiency relative to

Speedup (2) = .1 + 2 x .9

= 1.9

Speedup (4) = .1 + 4 x .9

= 3.7

the ideal speedup, which is defined by Equation 3.

Thus, doubling the number of processors and doubling the problem

Speedup (32) = .1 + 32 x .9 = 28.9

size almost doubles the speedup, according to Gustafson’s Law.
For the case where the same application is run on a 32-processor
system, a speedup of ~29X can be achieved if the dataset size
increases at the same pace. Based on this premise, while examining
Equation 3: Efficiency expressed relative to ideal speedup
The efficiency of the parallel application with 10% serial code on a 32

the speedup of a given profile, developers must consider the
observations made by Gustafson along with Amdahl’s law.

processor system would be 7.8/32 * 100, or ~24%. The serial time that

Granularity

must be considered in the simplified version of Amdahl’s Law described

The concept of granularity offers another useful guideline for when

in Equation 2 is the best possible serial time. Thus, any improvements

and when not to use parallel processing. With Amdahl’s law, one

made to the parallel implementation must be made to the serial

determines whether the ratio of parallel to serial work is sufficient

implementation, and the Speedup(N) numbers must be recomputed.

to warrant threading. Similarly, the concept of granularity guides

Further, for a fixed amount of parallel work, Amdahl’s law
shows diminishing returns with the increase in the number of
processors, as shown in Figure 5. This outcome can be particularly
discouraging to developers. Gustafson’s Law [2] looks at Amdahl’s

the developer as to whether the amount of work per independent
task (referred to as grain size) is sufficient to warrant threading. As
opposed to Amdahl’s law, which is defined by an objective equation,
granularity is more subjective.

law in the face of increasing processing power and associated

For example, consider the iterative solutions to differential equations.

data set sizes, which tend to happen together.

Each iteration depends on the previous iteration. Therefore, the

If the number of processors increases to N, Gustafson’s law
argues that the problem size should scale up by a factor of N. For
example, consider the use of a finer mesh or more details (objects)

iterations are strictly sequential, but the work within an iteration may
contain opportunities for parallelism. Consider the case where, in each
iteration, all of the computations are performed in a single function.

in a video game when more processors are recognized. This

A profile of such a program can be misleading, indicating that

scaling up in data set sizes will require the parallelizable portion

most of the compute-time is spent in this function. The natural

NxP (from Equation 1) to execute serially.

conclusion is that this function is a good candidate for threading,



White Paper Threading Methodology

but it is important to determine the approximate time per iteration.

stem from the overhead associated with large numbers of threads

It is possible that the amount of time spent in a single iteration is

being created and deleted.

less than the system overhead required to create and maintain the
threads. Threading in this instance would degrade performance as

Implicit and Explicit Synchronization

Thread Creation

Synchronization is almost always necessary in threaded
programs to prevent race conditions in which multiple threads
simultaneously update the same global variable. Synchronization
limits parallel efficiency even more than system overhead, because
it serializes parts of the program. The need to lock the heap to
avoid memory corruption during dynamic memory allocation is
often overlooked as an operation that requires synchronization.
This synchronization occurs implicitly, and developers must take care

To simplify the discussion of Amdahl’s law, parallel overhead was

to ensure that memory-allocation calls do not occur too often.

the number of threads increases. In this example, the grain-size is
too fine to warrant threading.
The call-graph functionality of the Intel® VTune™ Performance
Analyzer is extremely valuable in helping to decide whether to
thread a function or its caller.

ignored in Equation 2. This is obviously an unrealistic assumption.
Creating a thread under Windows costs roughly the same as 1,000
integer divides. The operating system (OS) must also maintain
and schedule threads. Maintaining a thread state requires system
resources. Thread scheduling often requires context switching.
System overhead limits speedup, but good algorithm design can
minimize its effects.
With OpenMP, it is easy to vary the number of threads for each
parallel region, but it is rarely beneficial to have more ready threads

There are several ways to avoid heap-lock contention. It is
possible to allocate memory on a thread’s stack instead of the
heap using the alloca function or third-party products such
as SmartHeap* from MicroQuill.
OpenMP and thread libraries have mechanisms to create
thread-local storage. Threads can safely access this storage
without synchronization.
Use the following features to create thread-local storage in

than processors. Doing so generally increases system overhead

different threading models:

without providing additional performance.

• In OpenMP, use threadprivate

Explicit threading libraries are more general than the OpenMP

• In Win32, use the TlsAlloc() function

fork/join model. Any thread can create new threads and destroy

• In Pthreads, use the pthread _ key _ create function

others. Threads can be created and destroyed throughout the life of
the program. A threads-on-demand implementation is explicit and
straightforward, much like dynamic memory allocation. Resources
are requested from the operating system as needed. This technique
is often the most direct route to a threaded application, and it often
provides satisfactory performance. On the other hand, it can also
generate system overhead that limits speedup.
Considering a database example, it is relatively easy to map every
transaction, such as adding/deleting records, querying, etc., to
a thread and to let the operating system handle scheduling. If
transaction volume is light, this implementation could provide
adequate efficiency. Large volume, however, could easily swamp the
system with too many threads. If transaction volume is heavy, then
the number of connections is higher. Instead of creating a thread for
each new transaction, one can create a pool of threads at program
startup to handle transactions for the life of the program.
Each transaction is then queued for processing by a thread from
the thread pool. Re-usable threads or thread pools are a useful
means of avoiding performance degradation that would otherwise

10

Concurrent programs are subject to race conditions because
threads execute concurrently. In the absence of explicit
synchronization, the operating system schedules threads in
whatever order it sees fit. This is appropriate for naturally parallel
applications in which the threads do not interact or share data.
That situation is the exception rather than the rule, however.
static long counter = 0;
void updateCounter()
{
counter++;
}

Code Sample 4: A simple function that is not thread-safe
Most threaded programs require some synchronization to avoid
race conditions. Code Sample 4 shows a simple function that is
not thread-safe. Unless access to the static counter variable is
synchronized, data loss can occur as illustrated in the following
table, which shows thread-instruction interleaving by time for the
function UpdateCounter() showing the data race:
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• InterlockedIncrement
• InterlockedDecrement
• InterlockedExchange
• InterlockedExchangeAdd
• InterlockedCompareExchange
The same is true for the OpenMP atomic pragma. Intel Threading
Building Blocks exports many methods that can be applied to the
atomic object:
• fetch _ and _ add(addend)
• fetch _ and _ increment()
• fetch _ and _ decrement()
Table 1: Interleaved instructions showing the data race in the

• fetch _ and _ store(new _ value)

example in Code Sample 4

• operator+= (value)

To avoid race conditions, all threading methods provide synchronization

• operator-= (value)

constructs. Appropriate methods of correcting the error in Code Sample
4 include the interlocked intrinsics provided by the Win32 API, the

• operator++

atomic pragma provided by OpenMP, or tbb::atomic* constructs provided

• operator--

by Intel Threading Building Blocks. Thread-safe versions of the simple

For a complete list of supported methods, please refer to Intel

function are shown in Code Sample 5.

Threading Building Blocks documentation.

Win32 Version:

Simple atomic updates are significantly faster than other

static long counter = 0;
void updateCounter()
{
InterlockedIncrement(&counter);
}

OpenMP Version:

static long counter = 0;
void updateCounter()
{
#pragma omp atomic
counter++;
}

Intel® Threading Building Blocks Version:
#include “tbb/atomic.h”
static tbb::atomic<long> counter = 0;
void updateCounter()
{
counter++;
}

Code Sample 5: Thread-safe versions of the simple function
in Code Sample 4
The Win32 interlocked functions perform atomic updates on
variables without explicitly causing the threads to block and
resulting in a context-switch:

11

synchronization mechanisms, although they are not generally
applicable. When synchronization requires more than an atomic
operation, critical regions are the next best option, in terms of
efficiency. Critical sections enforce mutual exclusion on enclosed
regions of code. In other words, only one thread may enter a
critical section at a time.
The functions shown in Code Sample 6 (a), 6(b), and 6(c) contain
data dependences that are protected using Win32, OpenMP,
and Intel Threading Building Blocks synchronization constructs,
respectively.
static int a, d;
CRITICAL_SECTION cs;
void DataDependence(int b, int c, int e)
{
EnterCriticalSection(&cs); // Win32 API
a = b + c;
d = a + e;
LeaveCriticalSection(&cs); // Win32 API
}

Code Sample 6(a): Simple example of a critical section
synchronization construct
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static int a, d;
void DataDependence(int b, int c, int e)
{
#pragma omp critical
{
a = b + c;
d = a + e;
}
}

#include <omp.h>
static int a, d;
omp_lock_t lck;
void DataDependence(int b, int c, int e)
{
omp_set_lock(&lck);

Code Sample 6(b): Simple example showing the use of

a = b + c;

OpenMP* critical-section pragma

d = a + e;

#include “tbb/ mutex.h”

omp_unset_lock(&lck); // OpenMP API

static int a, d;

}

static tbb::mutex myMutex;
void DataDependence(int b, int c, int e)
{

{

tbb::mutex::scoped_lock lock (myMutex);
a = b + c;

Code Sample 7(b): Synchronization using an OpenMP* lock
Unlike Win32 critical sections, which are local objects, Win32
mutexes are kernel objects. The zero-contention overhead of
acquiring and releasing a mutex is approximately ten times higher
than for a critical section. Win32 mutexes have advantages over

d = a + e;

}

// OpenMP API

critical sections, however.

}

Kernel objects are shared among processes, so mutexes can

Code Sample 6(c): Simple example showing the use of tbb::
mutex

synchronize access to process-shared memory. Mutexes also
have safety features to prevent deadlock. If a thread exits while
holding a Win32 critical section, other threads attempting to

The critical section protects variables a and d. Without it, multiple

enter the critical section will deadlock. This condition is known

threads can update variable a where a = b + c while other threads

as a dangling critical section. Threads attempting to acquire an

are reading it in statement d = a + e, and multiple threads can

abandoned mutex will succeed and return an appropriate error

simultaneously update variable d.

code (WAIT_ABANDONED_0).

The Win32 API also provides mutex functions that enforce

Mutex variables can also be used in the Win32

mutual exclusion, as shown in Code Sample 7(a), but the similarity

WaitForSingleObject and WaitForMultipleObjects functions, which

ends there:

allow timed waits.
OpenMP contains locking functions, as shown in Code Sample 7(b),

static int a, d;

but they are more akin to Win32 critical sections than mutexes in

HANDLE mtx;

void DataDependence(int b, int c, int e)
{

In addition, attempting to acquire an abandoned OpenMP lock

d = a + e;

and recommended solutions, please refer to the Synchronization

ReleaseMutex(&mtx);

// Win32 API

Code Sample 7(a): Synchronization using Win32* mutex
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than kernel objects, so they cannot be shared across processes.

WaitForSingleObject(&mtx); // Win32 API
a = b + c;

}

Intel’s implementation. That is, OpenMP locks are user-space, rather

deadlocks a thread. For an in-depth coverage of threading problems
and Memory management sections in “Developing Multithreaded
Applications: A Platform Consistent Approach” [1].
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Methodology for Threading
Serial Applications
This section covers the stages of identifying candidate
parallel regions for threading, choosing the threading model,
implementing the threading, and testing the performance of a
threaded application in detail. The methodology is applied to a
sample serial application that is built to count prime numbers
within a given range.

Figure 6: MPEG sequence organization

Top-down vs. Bottom-up Design

Between these two markers, one or more picture groups (GOPs)

Within the software-development process, the choice between

can exist. A picture group is a logical subdivision of an MPEG

top-down and bottom-up approaches plays an important role.

sequence that contains a sequence of encoded images which

The top-down approach emphasizes planning and a complete

start with an I-frame and may contain any number of I-, P- or B-

understanding of the system. Typically, no coding can begin until

frames, in any order. The images are then decoded in the order

a sufficient level of detail has been reached in the design of the

they occur in the bit-stream. The order in which they are displayed

system. This requirement delays the testing of functional units

is determined by the embedded sequence code in each image.

of a system until significant design is complete. Identifying and
managing risks under this approach is difficult. The bottom-up
approach emphasizes coding and testing early in the process,
typically, after the first module has been specified. This approach
runs the risk of coding separate modules without a clear idea of
how they interact together.

There are two classes of picture groups: open and closed. A closed
group implies that no images outside the group are required for
encoding/decoding the images, whereas an open group implies
that there are one or more B-frames that require the last image
from a previous group in order to be fully decoded. Thus, a closed
picture group-based algorithm can benefit immensely from a top-

In order to highlight the differences between the two approaches,

down approach, as the algorithm can make use of the absence

consider the example of MPEG (Moving Pictures Experts Group)

of dependencies between picture groups. Threads can address

[6] standards, which support a series of pictures where the data

different picture groups in parallel without interfering with the

stream is specifically designed to allow features such as play, fast-

data and computation of other threads.

forward, and fast-forward play. MPEG uses differential encoding,
which calculates how each successive image changes with
respect to the previous one, enabling the transmitted image to
indicate the difference. The image sequence can be classified into
four types of frames:
• Intra-picture frame (I frame): A complete image that is
encoded without reference to other images

On the other hand, an open picture group-based algorithm is
limited to a bottom-up approach, due to the dependencies that
exist between groups. The potential for greater speedup from a
threaded implementation in a closed picture group organization
may influence developers to move from an open picture group to
a closed picture group.

• Predicted-picture frame (P frame): An image that is
encoded relative to another image
• Bidirectional-picture frame (B frame): An image that is
derived from two other images—the one before and the one
after
• DC-picture frame (D frame): A special format frame not used
for playback, but used only in fast-forward search operations
The overall organization of an MPEG bit stream is shown in Figure
6. It begins with a sequence header and ends with a sequence
end code.
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Figure 7: Tree representation of picture groups and frames
within a group

White Paper Threading Methodology

Figure 7 shows the picture groups represented as a tree. If the leaf
nodes are threaded, it suggests a classic bottom-up approach to the
threading implementation. On the other hand, moving up a level in
this case will get the implementation close to a top-down design, as
well as providing better granularity for threading.
Modern software design approaches usually combine both topdown and bottom-up methodologies. Although an understanding of
the complete software architecture is usually considered necessary
for a good design, leading theoretically to a top-down model, most
software projects attempt to make use of existing software. Preexisting modules give designs a bottom-up flavor. Since this paper
proposes a methodology for threading existing serial applications,

identify synchronization issues and load imbalances through
detailed visual representations.
5. Re-mapping: Because OpenMP has a dependency on the
complier being used, not all developers adopt compilers
that support OpenMP for their products. In such a case,
the threading implementation will have to be mapped to
advanced design aids, such as Intel Threading Building Blocks
or explicit threading using the native thread library. Using Intel
Threading Building Blocks will result in similar performance
to that of the OpenMP implementation while providing
portability across different operating systems and threading
libraries. It does so while removing the dependency on
compilers that support OpenMP.

The Methodology: Steps

6. Unit Testing: Develop a unit test for the threaded workflow
that tests a serial run along with a threaded run and compares
the respective output values, for a quantitative assessment of
the threaded algorithm.

The methodology proposed by this paper uses OpenMP as the

The Counting Prime Number Example

threading method to introduce threading quickly into an application.

Consider a simple prime-number-generation application that uses

Once the rapid prototyping has been completed and validated, the

a naïve method for determining the primes in a range of numbers.

achieved design can be mapped to other threading techniques for

The application requires the range of numbers to be provided on

the final product.

the command line. These start and end values are used by the

it follows an initial bottom-up approach, followed by incremental
refinements toward a top-down approach.

1. Analysis and Design: Use a profiler to identify timeconsuming regions of the application for the given workflow.
This step will give the developers an insight into the amount
of work that is available for parallelization. Use a call-graphing
utility to understand the calling sequence around the hotspots
of the application. By walking up the call-tree from these
identified hot-spot regions, identify the right level to thread
the application. The more levels you walk up a call-tree, the
closer the design will be to a top-down approach.

function FindPrimes to determine the number of primes in the
range (see Code Sample 7).

int main(int argc, char **argv)
{
int

GetCommandLineArguments(argc, argv,
start, end);

2. Implementation: Use OpenMP to quickly thread the identified
region (or regions) from step 1. In cases where OpenMP is
not applicable (e.g., non-integral iteration spaces), more work
will have to be done to introduce threading though the use
of explicit threads. This step enables the application to be
threaded so it is ready for the use of advanced debugging aids.

// Special case
if( start <= 2 )
gPrimesFound++;
if( start % 2 == 0 ) start++;
FindPrimes(start, end);

3. Debugging: Use data-race detection tools such as Intel®
Thread Checker [7] to identify the dependencies present in the
workflow that has been threaded. This process of implementing
OpenMP threading uses an iterative model to implement and
debug until the identified dependencies are addressed.
4. Performance Tuning: Use profiling tools to identify
threading bottlenecks in the implementation. Bottlenecks are
most commonly caused by excessive or inappropriate use of
synchronization primitives in the application. Traditional lock
profilers are good at catching such issues, and we recommend
the use of Intel® Thread Profiler [7], which has the ability to
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start, end;

printf(“\n\n%8d primes found\n”,
gPrimesFound);
}

Code Sample 7: The “main” function of the naive algorithm
for finding primes
FindPrimes tests the odd values in the supplied range for primality
as a simple optimization step and increments the global variable
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gPrimesFound when a value passes the brute force primality test

for( int i = start; i <= end; i += 2 )

in TestForPrime. The call to ShowProgress (see Code Sample 8)

{

updates the status counter and prints the status to the screen

if( TestForPrime(i) )

at regular intervals to let the user know that the program is

gPrimesFound++;

continuing to execute.

// prints progress

void ShowProgress(int range )

ShowProgress(range);

{
int percentDone = 0;

}
}

Code Sample 8: Code that tests for primality of every number

gProgress++;
percentDone = (int)((float)gProgress
/(float)range *200.0f
+ 0.5f);
if( percentDone % 25 == 0 )
printf(“\b\b\b\b%3d%%”,
percentDone);
}

in the given range
Code Sample 8 implements the functions that do the work of the
naïve algorithm, which will be used as the reference implementation
on which the methodology will be applied.

Methodology: Analysis and Design
Modern object-oriented design paradigms are well suited to the
bottom-up approach. Using layers of ‘tried and tested’ modules
and very little new construction, new applications can be
assembled with rapid prototyping. The prototype is then modified,
extended, and refined until it meets the requirements. In this

bool TestForPrime(int val)
{
int limit, div = 3;
if( val == 1 || val <= 0)
return false;
else if( val == 2 )
return true;

when applying object technology.
The goal of the analysis stage is to analyze the serial application
for time-consuming code regions and to determine potential
candidates for threading. This step requires the use of a profiler
to determine time-consuming regions and a call-graphing utility
that provides insight into the calling sequence. Both pieces of
information are required in order to determine the right level in the
call sequence to apply threading.

// small optimization

Consider the range of integers 1-1,000,000 as the workload

limit = (long)(sqrtf((float)val)+0.5f);

for our sample Counting Primes application. The time taken by

while( (div <= limit) && (val % div))

this workload will provide our serial baseline measurements. The

div++;
return (div > limit);
}

workloads employed when undertaking performance improvements
to the code should always reflect the typical use of the application.

Application Profiling
Use a profiler on your application to determine time-consuming
regions in your application. From the profiler results on the sample

void FindPrimes(int start, int end)
{
// start is always odd
int range = end - start + 1;
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methodology, there is no real separation of analysis and design

application running the identified workload, shown in Figure 8,
TestForPrime stands out as the hotspot.
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(a) Intel® VTune™ Performance Analyzer Sampling Profiler Output

(a) Intel® VTune™ Performance Analyzer Sampling Profiler Output

Top Exclusive Sampled Functions

(b) Microsoft Visual Studio* 2005 Sampling Profiler Output

Figure 8: Output from Intel® VTune™ Performance Analyzer
and Microsoft Visual Studio* 2005 sampling rofiler runs
Figure 8 (a) shows a screen shot from a VTune Performance
Analyzer sampling profile run, and Figure 8 (b) shows a screenshot
of the output of the sampling profiler in Microsoft Visual Studio*
2005. In Figure 8(a), TestForPrime takes up approximately 97% of
the time during the application run, and ShowProgress accounts
for the rest of the time. Code Sample 8 indicates that TestForPrime
is applied to each number in the range and is entirely independent
from the computations for any other number in the range. Mapping

(b) Microsoft Visual Studio* 2005 Sampling Profiler Output

Figure 9: Output from Intel® VTune™ Performance Analyzer
Call Graph and Microsoft Visual Studio* 2005 instrumentation
runs

this information to Amdahl’s law, TestForPrime will account for the

In this call-graph view, we see the critical path (in red) flowing

parallelizable portion (P) of the serial application. Using Equation 2,

through FindPrimes onto TestForPrime and another less time-

one can compute the theoretical upper limit of speedup as follows:

consuming path from FindPrimes to ShowProgress. Upon

Speedup = 1/ (1-P) = 1/ (1-0.97) = ~33

examination of the fork in call from FindPrimes, it is obvious that
TestForPrime and ShowProgress are functions performing distinct

Thus, given an infinite number of processors, this sample application

tasks, which could therefore be very amenable to use of a task-

can scale to a maximum of 33X. For a two- and four-processor

parallel threading model. The TestForPrime function, on the other

configuration, the upper limits are ~1.94X and ~3.67X, respectively.

hand, applies the same computation to every odd number in a given

These numbers indicate the limit of potential speedup. This

range and is a data-parallel problem.

information is useful in order to determine whether the work
needed to thread the code is warranted.

Using a bottom-up approach with the available data would
influence a developer to pick TestForPrime as a candidate region for

The profiling data provides information on code regions to look

threading. Even though the profiling run indicates that TestForPrime

at in an application for threading work. The developer’s intimate

is the most time-consuming code in the application, it probably is

knowledge of the algorithm is necessary to determine if a

not the right node in the call tree for implementing threading. The

given hotspot is amenable to parallelism. From the profiling and

granularity presented by each iteration or iterations in this function

examination of the hotspots in the code, we have been able to

will not be sufficient to amortize the accumulated parallel overhead.

determine that a large amount of work could be run in parallel. A
call-graphing tool will provide the needed insight to decide on the
right level to thread in the call tree.

Application Call Graph
In order to determine the call sequence for the sample application,
we use the Call-Graph collector in VTune Performance Analyzer to
generate a detailed call-tree. Figure 9 shows the call-graph of the

Figure 10: Call statistics for TestForPrime

sample application.

Figure 10 shows the call statistics for the function TestForPrime
as reported by The VTune environment’s call-graph collector. It
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shows that the time taken by a single call to TestForPrime is

This paper proposes an incremental development cycle using

approximately 881231µ secs/500000 calls. Threading at this

OpenMP for the rapid prototyping process. The incremental model

level will lead to a very fine-grained threading solution, as the

is suited to the bottom-up approach, as it allows developers to

time taken for a call to TestForPrime will be further subdivided

thread each candidate region incrementally. Following a standard

among the threads. By moving up a level in the call tree to the

development process for the prototyping exercise helps manage

function FindPrimes, however, the parallel work will be of a

the risks and achieve reasonable quality. In some cases, the

coarser grain, and the partitioning of work at this level would

prototype itself can be promoted to the final product with few

provide the threads with more work that would increase with

changes. The first pass of this cycle should provide insight into

increased workloads.

the above questions and whether subsequent iterations to refine

In the bottom-up approach, walking up the call tree usually
results in better granularity at the risk of pulling in more
dependencies. At the same time, it also gets the design closer

the algorithm and its performance are necessary. Since this is
an incremental development model, each iteration refines the
prototype considerably.

to a top-down design. Care must be taken to decide on the

Rapid Prototyping Using an Incremental Model

right level in the call-tree to implement threading.

This incremental development model is applied to each candidate

Most problems may have many parallel solutions, and the
best solution may differ from that used in an existing serial
application. The design methodology presented here has been
adapted from Ian Foster [5]. This process to create a threaded
solution for a given serial application has four stages:
1. The Partitioning Stage involves splitting computation
and associated data into small, indivisible pieces (primitive
tasks).

region identified by the profiling and call-graphing work in the
Analysis and Design stage of the development cycle. The goal
of the rapid prototyping is to provide information that would aid
in completing the requirements gathering process, assessing
risk and estimating performance gains. Once candidate regions
are identified, the next step is to identify the type of parallelism
that exists in each region. The Partitioning stage of the design
methodology proposed by Ian Foster [5] will be used in the analysis
and design for each candidate region.

2. The Communication Stage determines what data
needs to be shared among the different primitive tasks,
as well as the execution order of tasks.
3. The Agglomeration Stage groups primitive tasks
into larger tasks to improve performance by lowering
communication overhead (synchronization) between
agglomerated tasks. This approach maintains the
scalability of the parallel design and reduces software
engineering costs.
4. The Mapping Stage assigns tasks to threads, with the
goal of maximizing processor utilization and minimizing
communication (synchronization).
Concepts and strategies from Foster’s Design Methodology are
used by various stages in the methodology proposed in this
paper. The next activity in the Analysis and Design step of our
threading methodology is to provide insight into some of most
common questions faced by developers:
• How long does it take to thread?
• What will the performance be on current and future
platforms?
• How much re-design is required?
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Figure 11: Modified incremental software development model
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Figure 11 shows an incremental development model that is

the beginning of this region. The number of threads created in the

recommended for each candidate region. The basic idea behind

pool is implementation-specific. In the case of the Intel® Compilers,

an incremental (sometimes referred to as “iterative”) model is to

the number of threads in the pool equals the number of logical and

develop software incrementally, allowing the developer to take

physical cores available on the system.

maximum advantage of what is learned during development. Cycles
are divided into smaller iterations that are more easily managed.
Since each candidate region presents a localized segment of code
for threading most of the time, this model is very well suited for

The partitioning of the work in the loop is implementation-specific,
and the Intel Compilers use a default static scheduling. Each thread
evaluates the sequence of odd numbers in its partition in parallel.

rapid prototyping efforts, as it aids in generating software quickly.

void FindPrimes(int start, int end)

It also simplifies risk management, as risk assessment is performed

{

and handled in each iteration.

// start is always odd

Since the Partitioning and Communication stage from Foster’s

int range = end - start + 1;

methodology requires the identification and partitioning of

#pragma omp parallel for

the parallel work and associated data, the Analysis and Design

for( int i = start; i <= end; i += 2 )

stage of the incremental model will achieve this objective. The

{

implementation and testing stage of the incremental model

if( TestForPrime(i) )

will map the partitioned tasks to threads. The Debug phase will

gPrimesFound++;

use tools to expedite the discovery of the data dependencies
(communication) in the candidate region and the synchronization

// prints progress

constructs applied to the data based on the information provided by

ShowProgress(range);

the Debug phase. The Agglomeration stage will be embedded in the
Tuning stage of the incremental model to facilitate performance
refinements, in an iterative manner.

Prototyping Candidate Regions
The goal of the first pass of the incremental model is to determine

}
}

Code Sample 9: A quick first-pass OpenMP* version of the
Primes application

the type of parallelism and the dependencies that exist in the

By executing such threaded implementations, developers can

selected candidate region. In our example, we have identified

see if the results match that of the serial implementation. Figure

FindPrimes to be the right level to thread the sample application,

12 shows the output of the serial implementation, followed by

as most of the work is embedded in the for-loop contained in this

the output of a sequence of threaded runs. We can see that the

function. The next section will use OpenMP pragmas to quickly

threaded implementation, while incorrect, shows a speedup of

thread the loop in FindPrimes. In order for developers to determine

1.66X.

the local and global communication patterns described in the
Communication stage, the data used by the application will have
to be analyzed in detail, or else the candidate region must be
threaded quickly, in order to let tools determine the data use. The
methodology described in this paper will use the latter approach.

Implementation and Testing
Developers can quickly thread candidate regions using OpenMP,
which is now supported by most compilers. Code Sample 9 shows
the OpenMP pragma that is required to thread the time-consuming
loop in FindPrimes. The directive #pragma omp parallel

for will create a parallel region in the application defined by the
scope of the for loop.

The code generated by the compiler will create a pool of threads at
18

Figure 12: Results generated by the serial and the first-pass
OpenMP* implementation of the Primes example
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Developers should be able to determine quantitatively whether

Figure 13 shows a sample screen shot from an Intel Thread

the serial and parallel runs produce the same results. Unit tests

Checker run on the threaded Primes application that uses OpenMP

that cover this aspect are extremely important in the threaded

directives, as shown in Code Sample 9. The run indicates six

application development life cycle. Figure 12 shows that the results

different types of data race errors, which can be grouped based

generated by the threaded runs are incorrect and do not match

on the source line number. This grouping indicates the presence

those from the serial run.

of two separate data races. The goal of using such tools during

Since each run displays a different number of primes found, we
can surmise that the errors in the threaded implementation of the
example are non-deterministic. It is extremely difficult to determine
the cause of such errors (data races), due to this non-deterministic

prototyping work is to automate the process of obtaining
information on the dependencies that exist in the parallel regions.
This technique enables developers to address these issues early in
the development cycle.

nature, as well as the fact that traditional debugging probes tend to
mask such errors. In many cases, the non-determinism is dependent
on the type of system used to perform the tests. When the same
prime generation example is run on a uni-processor system, the
probability of seeing erroneous results is very low, as the threads
have to be multiplexed onto the available processor.
The next section discusses objective ways of determining these
types of errors through the use of tools, irrespective of the systems
where the applications are run.

Debugging
Debugging threading errors is a time-consuming task, and
estimating the time required to ensure application correctness in

Figure 13: Screenshot showing the errors reported by Intel®
Thread Checker for the Primes example

the project schedule can be extremely difficult. Many debuggers

Intel Thread Checker displays the diagnostics list after running

allow fine control of threads in an application to make this

on a threaded application, and the diagnostics are classified

debugging easier. However, creating the same sequence of

into many categories. Errors are indicated using a red icon, and

instructions that cause data races is extremely difficult using

informational messages are identified using a blue icon. The

manual debugging techniques. Intel Thread Checker [7] and other

environment also has the capability to display warnings for

available tools automate this effort and report the occurrence of

potential errors. Double-clicking on a diagnostic will take you to

many types of threading errors.

the source location where the error occurs.

The methodology described in this paper makes use of the

This paper will not cover usage details of the tool itself; rather, it

debugging assistance such tools provide to point developers to the

will present scenarios where such tools can be used to improve

problems in the threaded versions of their applications. Intel Thread

productivity during threaded application development. Errors

Checker, a semi-automated debugging tool that detects actual and

reported by such tools, which may number in the hundreds,

potential data races and deadlocks, thread stalls, etc. in threaded

provide developers with an insight into the dependencies that will

applications, will help to determine data dependencies that exist in

have to be eliminated.

the threaded version of the example. Intel Thread Checker supports

The first error for our example code corresponds to multiple

both compiler-based instrumentation and binary instrumentation

threads incrementing the global variable gPrimesFound, as shown

technologies to insert monitoring hooks into threaded applications

in Figure 14, without the use of synchronization to protect

without the need to rebuild the application. However, compiler

access. The second error, shown in Figure 15, corresponds to

based instrumentation is available with Intel Compilers only,

storage conflicts surrounding the use of the global variable

whereas binary instrumentation can be used on binaries built with

gProgress for read and write without the use of synchronization,

many supported compilers.

which is used to keep track of the number of completed elements
in the provided range.
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gProgress++;
percentDone = (int)((float)gProgress
/(float)range *200.0f
+ 0.5f);
}
if( percentDone % 25 == 0 )
printf(“\b\b\b\b%3d%%”,
percentDone);
}
void FindPrimes(int start, int end)
{

Figure 14: The occurrence of the first data race mapped to a

// start is always odd

source line

int range = end - start + 1;
#pragma omp parallel for
for( int i = start; i <= end; i += 2 )
{
if( TestForPrime(i) )
#pragma omp atomic
gPrimesFound++;
// prints progress
ShowProgress(range);
}
}

Code Sample 10: Prime example with OpenMP* pragmas to
fix the observed data races
Figure15: The occurrence of the second data race mapped to
a source line

Code Sample 10 shows a modified algorithm that uses both
the OpenMP critical section and atomic pragmas to address the
corresponding data race types. Since debugging is an iterative

We have now identified two issues that must be addressed in

process, repeating the Intel Thread Checker analysis of the

this threaded implementation of the Primes example to obtain

application after these changes indicates the absence of the data

correct results. The references to the two global variables

races, as shown in Figure 16.

gProgress and gPrimesFound will have to be protected by
synchronization constructs.
void ShowProgress(int range )
{
int percentDone = 0;
#pragma omp critical
{
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Figure16: Intel® Thread Checker run indicating the absence of
data races after the fixes
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The results generated by the fixed version with the serial run are

technology similar to that of Intel Thread Checker, which

shown in Figure 17, showing the same number of primes found in

inserts monitoring hooks into the application. The use of binary

the range by both the serial and parallel versions sample code.

instrumentation technology allows developers to monitor
performance without rebuilding the application.
By default, Intel Thread Profiler displays Profile and Timeline views.
Figure 18 shows the Intel Thread Profiler default views for our
sample application. The Profile view provides a high-level summary
of the time spent on the critical path, decomposed into time
categories. The timeline view illustrates the application behavior
over time by providing details about thread activity and interaction.

Figure 17: The serial and threaded application runs
confirming the correctness of the applied fixes
At this point, the use of synchronization has successfully eliminated
threading errors and ensured the correctness of the threaded
application. We have not explored the performance of the sample
code, however. The application has to execute correctly without
threading errors before tuning efforts can take place. From Figure
17, we can see that the correctly performing application shows
a speedup of 1.66/1.11 = ~1.5X on a system with four logical
processors.

Tuning
The next step in the design of the threaded prototype is to
examine the performance of the application and to reduce the
synchronization overheads, which maps to the Agglomeration

Figure18: Profile and Timeline views for the Prime example

step in Foster’s methodology. This step will be undertaken in

The Profile view initially shows the results grouped by the number

the tuning stage of rapid prototyping, using the incremental

of active threads executing at the same time on the critical path

development model.

(Concurrency Level). The profile view also allows the user to group

Tools designed for performance analysis can help developers
understand the factors that underlie the scaling performance of
the application. Some of the most common performance problems
encountered by developers in threaded applications are due to
excessive synchronization, insufficient parallel work due to fine
grain partitioning, and load imbalances. Traditional lock profilers
do an excellent job of determining the locks that affect threaded
application performance, but additional, equally important factors
must also be investigated.
Intel Thread Profiler [7], which is designed to pinpoint
performance bottlenecks in threaded applications, is one such
tool that developers can use for threaded performance analysis.
Intel Thread Profiler uses source and binary instrumentation
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the results by Objects to compare the time impact due to different
software objects along the critical path. By analyzing the Profile
view for the Primes example in detail (see Figure 19), we can see
that the four logical processors on the system where the example
was run were never fully utilized, and the application had multiple
threads active for ~12% of the time. This information gives
developers insight as to why the speedup obtained by the threaded
version of Primes is ~1.5X.
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Figure 19: Concurrency levels observed by Intel® Thread
Profiler for the Primes example
Using the Object grouping in the Profile view gives developers
information on the wait times incurred by the locks encountered
along the critical path, similar to those provided by traditional
lock-profilers. Figure 20 shows the Object grouping for the
Primes example, revealing that two locks account for almost all of
the wait time.

Figure 21: Source line indicating the use for the critical
section object
By examining this section of the code, we can see that the critical
section lock seen by Intel Thread Profiler is implicitly used by the
printf function call to protect the standard output buffer. This is a
case of implicit synchronization, which is covered in the section of
this paper titled “Implicit and Explicit Synchronization.“
The ability to identify all function calls that make use of implicit
locks is valuable in the design of threaded applications. The goal of
this print statement in ShowProgress is to update the user about

Figure 20: Synchronization objects that accumulated the
most wait time along the critical path

the progress made by the application every 25% of completed
work. This activity should require four calls to be made to the printf
function, but we can see from the Intel Thread Profiler summary

Using a traditional lock profiler on the sample application should

view shown in Figure 22 that more than 40,000 calls are made to

provide similar information for the low-concurrency problem. The

this critical object.

two objects that cause the application to be mostly serial are the
user-synchronization object defined by the OpenMP pragmas that
were introduced to maintain correctness and a critical section lock.
The OpenMP implementation in Code Sample 10 does not explicitly
use a Win32 critical section lock. Developers can determine the
location in the source where the lock is being used and causing the
serialization of the application. Figure 21 shows the source location
in the application where the critical section lock is being used.

Figure 22: Summary view showing more than 40,000 calls to
the critical section object used in “printf”
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Upon further examination of Code Sample 10, we can see

re-computation of the serial baseline measurements. Serial

that the algorithm to print the status at regular intervals in

optimizations are an extremely important part of the pre-work

ShowProgress is flawed.

that has to be done before the analysis of the application for

Tuning: Iteration 1

threading exercises.

Code Sample 11 shows a fix applied to the print logic to ensure that

Figure 23 shows the runtimes of the updated serial and threaded

the print occurs only four times during the run.

implementations. We can see that the parallel speedup has

void ShowProgress(int range )
{
int percentDone = 0;
#pragma omp critical

improved from 1.5X to 2.79X (0.92/0.33) on a four-processor
system with this change and using the new serial baseline
measurement. The expected scaling or the theoretical limit for
this problem on a four-processor system from our Analysis phase
is ~3.67X

{
gProgress++;
percentDone = (int)((float)gProgress
/(float)range *200.0f
+ 0.5f);
}
if(gProgress % (range/8) == 0)
printf(“\b\b\b\b%3d%%”,percentDone);
}

Figure 23: Runtimes for the serial and parallel versions of the

void FindPrimes(int start, int end)

Considering that the candidate region is very parallel, the algorithm

{

has to be examined for other performance issues. Performance

Prime example with fixed ShowProgress().

// start is always odd
int range = end - start + 1;
#pragma omp parallel for

reveals the next performance problem that must be examined.
Hence, typical tuning efforts span multiple iterations; while a single
iteration fixes a performance bottleneck, subsequent iterations

for( int i = start; i <= end; i += 2 )

cause the next bottleneck to become prominent.

{

Tuning: Iteration 2

if( TestForPrime(i) )
#pragma omp atomic
gPrimesFound++;
// prints progress
ShowProgress(range);
}
}

Code Sample 11: Prime example with a fix to the excessive
contention problem due to the critical section in printf
This change eliminates all contention associated with the critical
section object from the printf call. However, this issue of excessive
printf calls affects the serial application as well, requiring the
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tuning is analogous to peeling layers of an onion. Peeling one layer

Using Intel Thread Profiler on the code in Code Sample 11 reveals
the reason for the lower scaling numbers. Figure 24 shows no
change in the concurrency levels of the modified example. The
concurrency level is still around 1 most of the time, but we see
the presence of more overheads incurred from the OpenMP locks.
A zoomed-in timeline view shows the serialization effects of the
OpenMP critical section and atomic locks.
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InterlockedIncrement
(
&gPrimesFound
);
// prints progress
ShowProgress(range);
}
}

Code Sample 12: Modified Prime example using atomic
instructions and local stack variables
The use of atomic locks for both critical regions reduces the amount
Figure 24: Concurrency levels and serialization caused by the

of overhead incurred by the application. Figure 25 shows the serial

OpenMP* locks in the loop

and parallel runtimes with the fix shown in Code Sample 12. We can

In order for developers to achieve improved performance, the
number of synchronization points in an application should be
kept to a minimum. In our example, let us eliminate the locks

see that the performance has improved from 2.79X to (.92/.31) =
2.97X. This speedup is still not close to the upper limit of speedup
derived from Amdahl’s Law, which is ~3.67X.

inserted in the FindPrimes and ShowProgress functions. These
locks can easily be replaced with the Interlocked* family of Win32
functions. Code Sample 12 shows the modified Prime example
using the InterLocked family of calls and the use of stack
variables instead of globals.
void ShowProgress(int range )

Figure 25: Parallel and serial implementation runtimes using

{

Interlocked* family of calls

int percentDone = 0, lpr;
lpr = InterlockedIncrement(&gProgress);
percentDone = (int)((float)lpr

/

(float)range *200.0f +
0.5f);
if(gProgress % (range/8) == 0)
printf(“\b\b\b\b%3d%%”, percentDone);
}
void FindPrimes(int start, int end)
{
// start is always odd
int range = end - start + 1;
#pragma omp parallel for
for( int i = start; i <= end; i += 2 )
{
if( TestForPrime(i) )
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Tuning: Iteration 3
Using Intel Thread Profiler on the code in Code Sample 12 helps to
determine other performance issues that may be revealed after the
most recent fix. Analysis of Intel Thread profiler data shows that
the concurrency levels have improved, with an average concurrency
of 2.7. The timeline view in Figure 26 clearly shows that not all
the threads are doing the same amount of work, and the threaded
application has an imbalanced workload.
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The corresponding run times of the serial baseline and the load
balanced parallel version of the code are shown in Figure 27. The
speedup realized by this version is 0.94/0.25 = 3.76X on a fourprocessor system, which is slightly above theoretical limit estimated
using Amdahl’s law in the Analysis phase. Due to slight variations
in the output of profilers, these estimates could vary based on
the profiler in use. Furthermore, our estimates used the simplified
Amdahl’s Law described in Equation 2. This equation assumes that
the overhead introduced due to threading is negligible. In cases
where synchronization is a necessity, the realized speedup will
diverge from the Amdahl’s Law estimate. In general, however, such
estimates give developers a good idea of what to expect from a
well-threaded implementation.

Figure 26: Intel® Thread Profiler screen shot showing
improved concurrency levels and imbalanced thread activity
This outcome indicates that the partitioning of work is not equal
among the threads, which leads to under-utilization of the four-

Figure 27: Run times of the serial baseline and tuned Prime

processor system. Developers can fix imbalances in workloads in

example

OpenMP applications by using the OpenMP schedule clause. Code

This concludes the prototyping efforts for the selected candidate

Sample 13 shows the modified OpenMP pragma that includes a

region. If OpenMP is not applicable to the candidate region, standard

schedule clause.

threading-library implementations can be used for prototyping

void FindPrimes(int start, int end)

efforts. The risks are slightly higher in such cases, as this technique

{

does not keep the original serial code intact. The general
// start is always odd
int range = end - start + 1;

#pragma omp parallel for schedule(static,32)
for( int i = start; i <= end; i += 2 )
{
if( TestForPrime(i) )
InterlockedIncrement
(
);
// prints progress
ShowProgress(range);
}

}
Code Sample 13: Prime example modified to fix the load
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use of tools, the process can be simplified. This methodology will
enable developers to incrementally thread regions of existing serial
applications and to minimize risks during the threading process.

Re-mapping OpenMP to Threading Model of Choice
The implementation derived from rapid prototyping may be used
in production applications, and many times, it is promoted to the
product. However, a software developer’s target audience may
include many platforms, some of which may not have compilers

&gPrimesFound

imbalance issue

methodology described here still applies, however, and through the

that support OpenMP. In addition, since OpenMP is applicable to
only a subset of threading problems, developers tend to abstract
threading implementations so they are platform-independent. This
will require remapping most OpenMP prototyping efforts to the
abstract threading model of choice. In this paper, we will map the
OpenMP implementation to an Intel® Threading Building Blocks
implementation.
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Code Sample 14 shows the Intel Threading Building Blocks

. . .

implementation with all the changes that were applied to the serial

. . .

code to make it work when parallelized. The knowledge gained from

FindPrimes(start, end);

the prototyping can be applied to the mapping exercise to retain

printf(“\n\n%8d primes found\n”,

similar runtime and correctness performance.
#include “tbb/task_scheduler_init.h”
#include “tbb/parallel_for.h”
#include “tbb/blocked_range.h”
static long globalRange;
using namespace tbb;
class ParallelPrimes
{

gPrimesFound);
}

Code Sample 14: Primes application implemented using Intel®
Threading Building Blocks
Figure 28 shows the runtimes of the serial, optimized OpenMP
and Intel Threading Building Blocks implementations of the Primes
example on a four-core machine. Note that the scaling achieved by
the Intel Threading Building Blocks implementation is similar to that
obtained by the optimized OpenMP version, which is 0.91/.25 =

public:

~3.64X (~3.95X at the higher end).

void operator()
(const blocked_range<int> &r) const {
for( int i = r.begin(); i != r.end(); i++ )
{
if( i%2 == 0 ) continue;
if( TestForPrime(i) )			
InterlockedIncrement(&gPrimesFound);
ShowProgress(globalRange);
}

Figure28: Run times of the serial baseline, the tuned

}

OpenMP* Prime version, and the Intel® Threading Building

ParallelPrimes() {}

Testing

};

Once a candidate region has been threaded, debugged, and tuned,

Blocks implementation

it is extremely important to make sure that additional unit-tests are

void FindPrimes(int start, int end)
{
// start is always odd

regions. Writing additional tests that compare single-threaded
algorithms with their threaded counterparts will help guard
against regression. Debugging aids such as Intel Thread Checker

globalRange = end - start + 1;

can be invoked from the command-line to enable nightly tests

parallel_for( // 32 is the task size

to be monitored for errors. Code Sample 15 shows an example

blocked_range<int>(start, end, 32),
ParallelPrimes()
);
}
int main(int argc, char **argv)
{
task_scheduler_init init;
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added to cover these changes before moving the other candidate

of a modified unit test that compares the results generated by
the threaded implementation of Primes with that of the serial
implementation and prints out whether or not the test passes.
int main(int argc, char **argv)
{
int

start, end;

long

serialCount, threadedCount;
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GetCommandLineArguments(argc, argv,
start, end);
// Special case
if( start <= 2 )
gPrimesFound++;
if( start % 2 == 0 ) start++;
FindPrimes(start, end);
printf(“\n\n%8d primes found\n”,
gPrimesFound);
serialCount = gPrimesFound;
gPrimesFound = 1;
gProgress = 0;
FindPrimesThreaded(start, end);
printf(“\n\n%8d primes found\n”,
gPrimesFound);

Figure 29: Screenshot showing a command-line Intel® Thread
Checker run
In case an application has multiple candidate regions, the same

threadedCount = gPrimesFound;
if( serialCount == threadedCount )
printf(“\nTestPassed\n”);
else
printf(“\nTest Failed\n”);
}

Code Sample 15: Modified unit test that validates results of
threaded run against that of the serial run
A rich suite of unit tests can then be monitored for threading
errors with the aid of debugging tools. Figure 29 shows a
sample Intel Thread Checker run invoked from the command line
and its corresponding output. These command-line tests can
easily be added as a post-build step to monitor unit tests during
maintenance. These post-build tests do not have to exercise
production workloads, and we can see from Figure 29 that the unit
test was run for a range of 1-10,000, primarily to catch correctness
regressions.
Although most testing strategies employ techniques to catch
regressions based on correctness of the output, similar unit tests
should also be written to track performance regressions.
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methodology can be applied to each region. However, adding proper
unit tests is an extremely important step in the development cycle.
Once a threaded candidate region has been adequately covered
with unit-tests, developers can move to the next candidate region
and follow the incremental development model during development.
Using OpenMP correctly to implement the threaded version keeps
the serial implementation intact. This characteristic provides
developers with a quick way to revert to the serial implementation
in the case of a speedup that is not inline with the performance
projections from Amdahl’s and Gustafson’s laws.
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Conclusion
An integrated threading approach is an important part of every
stage of the software development cycle, from definition, analysis,
and design through implementation, debugging, testing, and tuning.
This multi-phase approach helps to ensure that the threaded
software is correct and performs properly to meet established
business needs and project goals. Development tools are available
from Intel and others to assist developers throughout each of these
phases. This structured approach helps not only to create highquality software, but also to protect project timelines and budgets.
As project teams move forward with the needs of an individual
project, they must determine the threading methods that best
suit individual tasks. This primary decision between task-parallel
and data-parallel designs is essential to efficient threading. Once
the development team has decided upon the most appropriate
threading method, they can proceed with parallelizing the code
using compiler functionality, or they can use OpenMP pragmas or
threading libraries to exert more control over the parallelization
effort. The techniques described in this paper help to achieve
maximum success from these techniques with minimal effort.
Beyond the specific techniques used for threading individual
portions of code, key threading practices are vital to the efficiency
of the overall threaded application. Using concepts based on
Amdahl’s law, as well as the more subjective concept of granularity,
development teams can identify which parts of an application are
good candidates for parallelization.
With all of the forgoing in mind, a project team that is threading
a piece of software must develop a threading methodology
that ensures quality while also safeguarding development
timetables and budgets. The step-by-step example of threading
a serial application that is described in this paper demonstrates
how developers can achieve those goals using Intel® Software
Development Products to debug threaded code and to identify
threading bottlenecks.
By following the guidelines and recommendations in this paper,
development organizations can take advantage of a systematic
approach that applies well established parallel algorithm design,
analysis, and program-construction methodologies. These proven
techniques are designed to be generally applicable to all types
of software. As such, they are blueprints for success that can
dramatically simplify the process of threading software, unleashing
the full capabilities of the new generation of parallel hardware.
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